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Abstract

We present a trainable system for locating clothed peo-
ple in photographic images. People detection is a par-
ticularly challenging image understanding problem; as a
result of variations in clothing and posture, the appear-
ance of people may vary enormously from image to image.
Our approach attempts to construct a maximally person-
like assembly of image regions, where candidate regions
are provided by color-based segmentation followed by non-
purposive grouping. A tree structured probability model is
employed to allow ef�cient searches. This structure repre-
sents the pairwise con�guration of body parts as a function
of relative position, relative size, and adjacency. Face and
skin detection is also used to help the search. The problem
of occlusion is addressed through a mixture of trees, where
the different mixture components represent the possible sub-
sets of visible parts. Different clothing styles are accounted
for by separate models. Experimental results are shown to
demonstrate the promise of and challenges for the current
system.

1. Introduction

The purpose of this work is to detect clothed people in
digital images. The problem of people detection warrants
special attention because people are the primary objects of
interest in a majority of photographs. It is necessary to
consider the problem of people detection separately from
general object detection, because the appearance of people
varies so widely. For many object recognition tasks, simple
appearance models based on low level image features suf-
�ce. However, for detection of human �gures, which are
compound objects, local appearance information is clearly
insuf�cient; variations in the appearance of components
(body parts), in particular clothing, as well as variations
in pose, result in a nearly endless array of color and shape
pro�les. Therefore, a successful people detection system
requires a high degree of semantic understanding.

2. Related work

We are unaware of any previously published work that
addresses exactly the problem discussed here: single im-
age clothed people detection in unrestricted poses. Existing
systems generally tackle a more constrained version of the
problem, such as limiting detection to naked people [2], or
upright pedestrians [6]. Systems that do not enforce such
constraints take advantage of additional information such
as motion [1] or depth [7].

3. Detection by assembling regions

Our person detection system works as follows. First, an
image is partitioned into regions using color-based segmen-
tation [5] and non-purposive grouping [3]. These regions
are the basic building blocks of the search mechanism. The
goal is to select an assembly of regions that is maximally
person-like. The region-based approach is attractive be-
cause it vastly reduces the search space relative to deal-
ing directly with pixel-level information. In addition, re-
gion segmentation facilitates the de�nition of geometric at-
tributes.

The search is guided by the output of face-detection and
skin-detection modules, each of which produces a binary
result for each image region. Face detection plays an impor-
tant role because the face is the only body part that can be
reliably detected using existing algorithms in photographs
whose content is unrestricted. We take advantage of this
by constraining the solution to be consistent with the output
of the face detection module. The data that skin detection
provides is less reliable, but still serves as a useful cue. In
the current implementation, skin detection is handled by a
color based algorithm, while face detection is simulated by
referring to human generated labels.

The proposed algorithm for person construction is based
largely on the thesis work of Sergey Ioffe [4]. A more de-
tailed derivation of the basic algorithm is available there, as
well as examples of its application to the problems of track-
ing naked people and face detection. We extend his work to
tackle the more challenging problem of single image people



Figure 1. The nodes of this tree represent po­
tentially segmentable human parts, while the
edges represent distributions over the con­
�gurations of those parts.

detection.
The search algorithm employs a tree structured proba-

bility model to represent person-like assemblies of regions.
Nodes in the tree represent segmentable body parts such as
face, hair, and shirt (torso), while the edges in the tree rep-
resent the distributions over relative con�gurations of those
parts. Tree structured models are attractive for two reasons.
First, such models mirror the actual structure of a human
body, which is a tree structure of more or less rigid segments
connected by joints. The second bene�t is that a tree struc-
tured model allows ef�cient searches based on dynamic pro-
gramming.

Assume that the appearance of a person is represented
as an assembly ofK image regions,f X 1; :::; X k g where
eachX i can be treated as a vector that represents the con-
�guration1 associated with a particular body part. We can
then de�ne a distributionP(X 1; :::; X k ) that represents the
range of assemblies that are “person-like”; the value of
P(X 1; :::; X k ) is high for assemblies of image regions that
look like a person, and low for assemblies that do not. The
goal of person detection is then to search through the set
of all regions in an image for theK regions that maximize
the value ofP(X 1; :::; X k ). For an arbitrary representation
of P(X 1; :::; X k ) this search is prohibitively expensive; to
check all assemblies in a brute force fashion takesO(M K )
time, whereM is the total number of image regions.

The key advantage of the tree structure is that it allows
the distribution to be factored:

P(X root )
Y

k6=root

P(X k )P(X k jX Pa k ) (1)

Here P(X k ) represents the distribution of con�gurations
associated with nodek of the tree, whileP(X k jX Pa k ) rep-

1By con�guration we mean the properties of a region, includingsize,
position, shape, orientation, or whatever other properties we choose to en-
code.

resents the distribution of con�gurations for nodek relative
to the con�guration ofk's parent in the tree. This factored
form allows ef�cient search, and greatly simpli�es the prob-
lem of learning the distribution.

Specifying the distribution requires both selecting the
graphical structure of the tree, and the parameters of the
priors P(X k ) and conditionalsP(X k jX Pa k ). It is possi-
ble to learn both the structure and parameterization of the
tree directly from the data (as is done in [4]). However, the
structure of the tree is speci�ed by hand for the system pre-
sented in this paper. As can be seen in Figure 1, we select a
graphical structure that is consistent with the physical struc-
ture of the human body. The speci�c parameterizations and
learning procedures used for the distributionsP(X k ) and
P(X k jX Pa k ) will be described in later sections. The re-
mainder of this section will describe the search procedure,
assuming that these distributions are known.

In practice, we do not want to maximize
P(X 1; :::; X k jhuman) as suggested above, but instead the
Bayes factor

P(X 1; :::; X k jhuman)
P(X 1; :::; X k jbackground)

: (2)

The intuition is that we wish to �nd a set of regions that is
likely to appear in a random view of a person, but unlikely
to appear in a random view of the background.

For the time being, the model of the background distri-
bution is simple; it is assumed that every individual region
has a �xed probability� of belonging to the background.
Therefore, the maximum of the Bayes factor can be written
as:

BF �
ij (X j ) = max

X i

P(X i )P(X i jX j )
�

Y

k :X i =Pa k

BF �
ki (X i )

(3)
This function expresses the maximum at a nodei as a

function of all possible values of the node's parentj , taking
into consideration the values ofi 's children. A search algo-
rithm based on dynamic programming follows immediately
from this formula. This procedure allows us to ef�ciently
discover the global maximum of the Bayes factor.

3.1. Mixtures of trees

A weakness of the search procedure outlined above is
that it does not make allowances for missing nodes. It is
possible that some of a person's body parts will not be visi-
ble, either due to occlusion, or because of errors in the seg-
mentation phase. One way of dealing with this is to use a
mixture of trees instead of a single tree. Each tree in the
mixture represents some subset of visible nodes, and the
choice variables represent the probability of observing each
of the given subsets. The problem with this approach is that



it would require a large number of mixture components to
represent all possible subsets of visible nodes.

To address this, Ioffe introduces the elegant idea of a
generating tree[4]. The generating tree compactly repre-
sents a large number of mixture components by making the
assumption that different components differ only in the set
of visible nodes. The generating tree not only represents
the conditional distribution of a child node relative to a par-
ent, but also the distribution of the child node relative to
the grand-parent, the great-grand-parent, etc. This way, if
a node's parent is missing, it can be adopted by one of its
ancestors.

Search in the generating tree can be performed using a
similar dynamic programming approach as was presented
above. The difference is that in the generating tree we not
only search for the best con�guration for each node, but
also whether or not each node should be visible to create
the most person-like assembly.

The maximum of the Bayes factor in the generating tree
can be written as:

BF �
ij (X j ) = max

�
P([X i ]j[X j ])

Y

k :X j =Pa k

BF �
kj (X j );

P([X i ]j[X j ]) max
X i

P(X i )P(X i jX j )
�

Y

k :X i =Pa k

BF �
ki (X i )

�
(4)

Bracketed values in this expression represent the probability
that a given node will be visible. For example,P([X i ]j[X j ])
encodes the probability that nodei will be visible given that
nodej is visible. These values are learned by directly count-
ing occurrences in the training set. This equation differs
from equation (3) in that nodej need not be the parent of
nodei ; it can be any ancestor.

Informally, this equation says that we should trade off the
quality of the best match at a given node (the bottom line),
against value of leaving the node out entirely (top line). The
running time of the associated algorithm isO(M 2#edges),
or equivalently,O(M 2K 2).

The value� , introduced earlier, plays an important role
in equation (4). Varying this value allows us to control the
degree to which we �nd more complete assemblies at the
expense of accepting lower quality matches. An appropriate
value for this parameter must be determined experimentally.

3.2. Handling over­segmentation

The outlined search procedure will only be effective to
the extent that the regions produced by segmentation and
non-purposive grouping correspond to the body parts that
are represented in the person model. In practice this condi-
tion is often violated when a single body part is broken up
into multiple regions due to shadows or patterns of color in
the clothing. This problem is addressed by modifying the

set of candidate body parts to include not only individual
regions, but also sets of neighboring regions. This allows
body parts that are broken into multiple regions to be recon-
structed. This can be seen as a kind of purposive grouping;
we use the learned person model to group image regions
that cannot be grouped based purely on low level informa-
tion [3].

Unfortunately, the running time of the search algorithm
is sensitive to the size of the candidate set. We limit the
number of candidates that must be considered by adding
only pairs and triplets of neighbors that pass a set of tests
for compactness and size.

3.3. Handling different clothing styles

The search mechanism described above is not suf�-
ciently general to handle any style of clothing. Different
clothing styles will result in distributions of image regions
that are too divergent to be captured by a single model. For
example, it would be impossible to de�ne a single tree that
is adequate for detecting people in formal gowns as well as
for people wearing bathing suits.

This is addressed by training different generating trees
for different clothing styles. At present, we have two dif-
ferent models, a shirt model, and a dress model. Detection
is performed by running both of these models and selecting
the one with a higher match value.

4. Parameterization

The description above does not address the impor-
tant question of how exactly the distributionsP(X i ) and
P(X i jX j ) are parameterized and learned. The following
factors are considered in the distributionP(X i jX j ): size,
position of centroid, position of bounding box, and adja-
cency.P(X i ) is based only on the output of the skin detec-
tor.

To minimize the amount of training data that is required,
each of the components ofP(X i jX j ) are assumed to be in-
dependent. This enables each to be learned separately. Ob-
viously, the independence assumption is not entirely valid;
for example, the position of a region's centroid and its
bounding box will clearly be related. However, it is hoped
that the resulting distribution will serve as a suf�cient ap-
proximation.

There are many ways to approximate multidimensional
distributions: Gaussians, mixtures of Gaussians, neural net-
works, etc. We chose to use quantized histograms, because
they are simple to implement and train, and they do not
make strong assumptions about the distribution of the data.

Due to space considerations, this paper will not discuss
in detail how the values considered inP(X i jX j ) are com-
puted. However, it should be noted that each of these values



is computed in a scale invariant fashion, and a global coor-
dinate system is provided by the face detection module.

5. Post-processing

Even if the person detection procedure is successful, in
the sense that the major segments of the person are associ-
ated with the correct body parts, there will often be some
gaps in the result. Since these gaps are much more likely to
result from over-segmentation than from occlusion, it is de-
sirable to �ll them in. This is currently handled by a simple
procedure that iteratively adds regions that are holes or near
holes in the person pro�le.

6. Training

Ground truth data for training the model described above
was obtained by hand labeling the speci�ed body parts for
a set of 118 images containing people. The bulk of these
images (87) were professional photographs obtained from
the Corel image set, while the remainder (31) were from a
set of cruise vacation photographs. The entire set of pho-
tographs contained 153 individuals of which 96 were la-
beled as wearing shirts, and 60 were labeled as wearing
dresses. In order to effectively increase the amount of train-
ing data, the training set was augmented with the set of mir-
ror images.

Given the simple form of the distributions mentioned
above, the process of training the system is straightforward.
Simply iterate through the set of training images creating a
data point for every region and every region-ancestor pair
that is labeled. For each of these points compute the rela-
tive size, position, etc. and �ll in the appropriate histograms
using these values.

7. Experimental results

It is not entirely straightforward to quantify the success
of the people detection system. It is unrealistic to demand
a perfect correspondence between the detected body parts
and ground truth. Such a perfect correspondence is often
impossible due to problems with the segmentation. Even
when the segmentation is good there may be some ambigu-
ity concerning exactly where each body part is located.

For many practical applications, we will be happy with
the results if the overall outline of the person is mostly cor-
rect, even if some individual body parts are missed or in-
correctly classi�ed. The following measure will be used to
quantify “mostly correct”:

AREA(( M \ GT) [ (M \ GT))
AREA( GT)

(5)

Figure 2. Examples of success. The black
lines indicate region boundaries. The white
regions indicate the most likely person as­
sembly.

whereM is the region that is selected by the person �nder,
and GT is actual area covered by the person. This error
term is equal to zero when the output of the person �nder
is a perfect match with ground truth. We will consider the
output of person detection to be a success when the value is
less than 0.4.

The system is tested on two sets of images, TRAIN is
the training set of images discussed above, and TEST is a
separate set of 39 consumer images containing a total of 63
individuals. Both of these data sets consist of images in
which people are the main subject. Very dif�cult cases such
as bizarre costumes were excluded. However, the sets do
contain a great deal of variation. There are people in a wide
range of poses, people are partially occluded, and there is
a great diversity of ages, ethnicities, and clothing styles.
Many images contain background clutter that accounts for
a large majority of the image regions.

The system successfully locates 28.7% of the individ-
uals in the training set, 36.5% in the test set, and 30.9%
overall. The performance is higher on the test set than on
the training set, possibly because the test set contains fewer
dif�cult cases or the results of the segmentation procedure
are slightly better. Figure 2 shows examples of successful
detection results after post-processing has been performed.

An overall success rate of 31% is not too discouraging
for a �rst attempt at this dif�cult problem on images with
unconstrained scene content and background clutter, but it
is low enough to warrant an examination of why the system
fails when it does.

The errors can be grouped into several categories. One



Figure 3. Examples of failure. In the top im­
age the people detector fails due to under­
segmentation. The woman's dress is seg­
mented into a single large region that in­
cludes much of the background. In the bot­
tom image the failure is a result of over­
segmentation. The woman's shirt is broken
up into many small regions

major source of error is imperfect segmentation (see Figure
3), e.g., highly patterned clothing that is broken into a large
number of regions. Since the system is currently able to
group no more than three regions, it is unable to account
for such over-segmentation. Failure also occurs when large
parts of the person's body are grouped with the background
due to under-segmentation. This problem clearly cannot be
addressed through the mechanisms described in this paper.
Shape based parts decomposition is expected to help break
up the body parts from the background to a certain degree.

Another problem with the current system is that there is
no mechanism to deal with self occlusion. A typical sce-
nario that causes this problem is a person with arms crossed
in front of them. This will tend to break the shirt into two
non-contiguous regions, one above the arms and one below.
Since only adjacent regions may be grouped, currently there
is no way to correctly group the two shirt regions into one.

Finally, the system may fail when a particular con�gura-
tion is not represented by the trained model. The solution to
this class of failures is continued re�nement of the model,
and the introduction of more representative training data.

8. Future directions

One direction for further research is the development of
better models for individual body parts. Although it is prob-

ably not possible to model individual body parts (except for
faces) well enough for them to be detected in the absence of
any additional context, it should be possible to improve the
current models. Different body parts have different charac-
teristic shapes, as well as different distributions of colors.
For example, an elongated blue region is unlikely to be hair,
but could easily be an arm.

Another major opportunity is shape based parts decom-
position. Most of the variations in human poses are in the
posture of the limbs relative to the torso. The limbs are
frequentlynot separated from the clothing if skin is not ex-
posed. Consequently, in the current system, the probabil-
ity density functions of both the limbs and clothing are not
as discriminative as hoped. With parts decomposition, we
expect that the region segments will become fairly simply
shaped (rectangular in 2D or cylindrical in 3D). Therefore,
measures of position can be more accurately computed.
The graphical model will become more like a “stick-�gure”
model, which has been used successfully in robotics, track-
ing, and computer graphics animation.
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